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SmartNIC - The Origin

First there was fixed function silicon
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SmartNIC - The Origin

Then came the Cloud

Move networking out of the CPU

» Spare CPU cycles
* CPU time is money

* Tunneling
* Virtual private clouds
* Provider specific solutions

* Custom control plane | i
=
» Separate ownership of networking and compute "n

» Separate administration domains

&>
‘e
&

» Separate security domains

* Hypervisor was an alternative

* Not suitable for bare metal cloud
e Uses CPU
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SmartNIC Requirements

eHeader processing

eEncapsulation/decapsulation
oE.g., for tunneling
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Various designs

E.g., ARm or RISC-V

SuperNIC

* One or more components tightly integrated to process
each packet at high performance

* Fast data path

DPU/IPU

» Addition of general-purpose cores more loosely integrated
for processing of selected packets

* Slow data path or control plane
* E.g., ARM or RISC-V

* Mostly an extension of the host CPU

» Spare CPU cycles
» Separate security and administrative domain

. * Provide controlled environment
Match/action processors

Fixed action execution time vs
run to completion

Physical vs logical pipeline
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An Example DPU: NVIDIA BlueField-3

PCle Switch

B System )
DRAM g Level ARM CPU Complex P
5 A

Cache

DPA — Data Path Accelerator RoCE / TCP

, Data
ASAPA2 — Accelerated Switching and Packet Processing Acceleration

ASAP"2

PCle Switch

7  <ANVIDIA I



NVIDIA BlueField-3 DPU

For real and in numbers

DDR5 MEMORY INTERFACE

DATA PATH ACCELERATOR

22 Billion Transistors

CONNECTX-7

400Gb/s Ethernet & InfiniBand Connectivity

PCle GEN 5.0

llllllllllllllllllllllllll

ARM CORES

400GDb/s Crypto Acceleration
330M PPS, 80M PPS @ Scale
18M IOP/s Elastic Block Storage

300 Equivalent x86 Cores
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SmartNIC Programming: a Challenge
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Various Ways of and Paths to DPU Deployment

______________________________

N : i Network
Network application
application ’
Control CPU

Control

Slow Data |
Path

Fast Data i
Path

__________________________________________________________________________

Network application

PPE

Control

—— )

Network application Network application
Slow Data
Path

Fast Data
Path

_____________________________________________________

Control Control

PPE
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Proper Software Development Framework is Key

*Protocol processing in FPGAs or Application Specific Processors
* Application specific language
*E.g., P4, DOCA Flow, DOCA Pipeline Language

*Exception processing possibly in Arm

*High-level language

°E.g., C, C++

*Control and management in Arm
*High-level language or script
*No extreme performance requirements

Efforts to enable a single overall program
that compiles across components are still not mature 4 amon |



An Example Development Framework: NVIDIA DOCA

NVIDIA Al

Network Fabric Al Fabric Al Cybersecurity Al Data Fabric Telco/Edge

NVIDIA DOCA

DOCA Microservices

HBN XPlane Argus Firefly DPF
Host Networking Multiplane Intrusion Detection Time Sync Orchestration

SNAP DMS
Storage Virt, virtio-fs Management

PCC GPUNetlO Telemetry
Congestion Control Direct GPU Comm Monitoring and Visibility

DPA RDMA

OVS-DOCA Weave DTS
Open vSwitch E-W Fabric VPC Host Telemetry

DOCA Libs

Memos Rivermax

KV Cache Media Streaming
Comm. Channel Device Emulation ~_ DMA
Host Communication Direct Memory Access

DOCA Drivers

Flow
Packet Steering

Crypt
rypto Remote Direct

Memory Access

Data Path Acceleration

NVIDIA BlueField | NVIDIA ConnectX
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Al Datacenter Network Architecture

Network
virtualization
Storage
virtualization

Network
virtualization?

load/store
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The Role of [Smart]NICs

In the scale-out network (a.k.a. East-West Traffic)

* Highly optimized, high performance, low cost
* Fixed, simple protocol stack

* Transport offload
* Don’t want to use CPU

(L]

* Slow

* Not on path from GPU
* Don’t want to use GPU

* Not efficient

* With Agentic Al both CPU and GPU want
to use this network
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The Transport Layer Might Need Programmability

For both NIC vendors and NIC users

No universally accepted solution for
* Multipathing Switch 1 Switch 2 Switch s
* Congestion Control

* Congestion signaling

Various standard and
vendor/user-specific solutions

* Infiniband

* RoCEv2

* Ultrakthernet Transport
* Falcon

* Etc.
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Transport Programmability Unique Features

Traditional packet processing approaches are not sufficient

Typically stateless

Traditionally also packet processing hardware is stateless

Some stateful aspects introduced in existing languages, such as P4

Packet based, while transport is message-based

Similarity with traditional packet processing: fast data path and slow data path

Sometimes called control path

Do we need specialized programming models?

For example, programming across physical components
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Network Ports

Packet

Processing

Portable NIC Architecture (PNA) v0.7

Transport is specific to the end point (NIC) — not present in the switch (PSA)

Programmed in P4

§\\‘ QN R \\ \"\\ \\
%W\\\\\N\\\\\ SRS IR INIS

NET

HOST RECIRC

MainParser
MainControl

MainDeparser

Fixed function

Accelerators

l

pd.org Architecture Workgroup Specification
04.org/wp-content/uploads/sites/53/p4-spec/docs/PNA-v0.7 . html#tsec-introduction

https:

\N

Host 1

Host N
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PNA Novelties

eCreate a new entry in a table directly in the data plane
e\NVithout involving the control plane

oE.o., crypto extern; |IPsec extern
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Tutorial Organization

a N a D
Programming Programming
models and components and

languages challenges

Coffee break

Hands on Hands on
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